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Abstract

This paper seeks to ascertain whether the strategy-learningmodel of Hanaki, Sethi,

Erev, and Peterhansl (2003) better accounts for observed behavior than do the various

action-learning models. It does so by measuring the goodness-of-�t of the models'

predictions against published experimental results for such games as Coordination,

Prisoner's Dilemma, and Chicken. The �t is measured via the mean squared deviation

(MSD) between the observed behavior and the one predicted bythe model. The results

show that, for Chicken, the strategy-learning model �ts the observed data much better

than do the action-learning models. The best action-learningmodel, on the other

hand, �ts the observed data well in Coordination. Overall, t he strength of the strategy-

learning model is best shown in games where alternations between the two stage-game

Nash equilibria are often observed in the laboratory experiments.
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1 Introduction

Many competing models of action learning have been proposed to account for the human

behaviors evinced in laboratory experiments. Most notable among these are the reinforce-

ment learning models (1; 2) and belief-based learning models(3; 4). The former has been

shown to �t the observed behavior quite well in games that have unique mixed-strategy

Nash equilibrium, while the latter do a better job in coordination games. The Experience

Weighted Attraction (EWA) learning model proposed by Camererand Ho (5) includes both

reinforcement learning and belief-based learning as specialcases, and can be used to test

among various action learning models.

Although successful in some games, these action-learning models fail, rather dramatically,

to replicate how people play in other games, such as Battle of the Sexes, Chicken, and Pris-

oner's Dilemma (6). These are the environments where e�ciency and fairness consideration

seem to play an important role in determining observed human behaviors. Such observa-

tions have led some researchers to explore alternative modelsof learning { by, for example,

assuming that players are learning about some boundedly rational behavioral rule (7; 8), or

by expanding the set of strategies that players are learning about to include repeated game

strategies (9; 10).

There are two problems in developing a model of strategy learning. One is the large

number of, in fact, in�nitely many, possible repeated-game strategies. Therefore, if a model

is to be meaningful, one must place a restriction on the number of strategies a player can

learn about. The second di�culty is what McKelvey and Palfrey (10) have called \the

inference problem" { deducing the strategy of an opponent from observed history of ac-

tions. This problem arises because multiple strategies can generate a single observationally

equivalent history of actions. A set of solutions for these problem is o�ered by Hanaki and

others (11, henceforth, HSEP) who developed a model of strategy learning that can generate

characteristic outcome { e�cient and fair outcome { of the observed human behavior.

HSEP overcome the �rst problem by restricting the complexity ofthe strategies the
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players learn about. The complexity of a strategy is capturedby the number of states

its requires in an automaton representation. The larger the number, the more complex the

strategy. The second, \inference" problem is solved through the application of reinforcement

learning, for in that model, players learn based solely on the realized payo�. Thus there is

no need to deduce the strategy of the opponent.

The restriction of the complexity of strategies alone does notcompletely solve the prob-

lem of large strategy space. Even when there is only a restrictedset of repeated-game

strategies, there are too many strategies for a player to learn about within the con�nes of

a short laboratory experiment.1 HSEP surmount this problem by assuming the learning to

take place in two phases. During the �rst long-run \pre-experimental" phase, players learn

about performance of many possible strategies by interacting with many others. And they

bring in whatever they have learned into the second \experimental" phase, which replicate

the conditions under which the laboratory experiments havebeen conducted, such as �xed

matching and full information, and thus outcome of the two can be compared.

This paper investigates whether the strategy-learning modeldeveloped by HSEP better

accounts for the human behaviors observed in laboratory experiments than do the vari-

ous action-learning models. It does so by taking both the action-learning models and the

strategy-learning model, and measuring goodness-of-�t againstthe published experimental

results for, among others, Coordination, Prisoner's Dilemma,and Chicken. The �t is mea-

sured via the mean squared deviation (MSD) between the observedbehavior and the one

predicted by the model.

Our results revealed that, for Chicken, the strategy-learning model �ts the observed data

better than do the action-learning models. When playing thisgame, human subjects seem

to alternate between the two pure-strategy stage-game Nash equilibria as their way of trying

to achieve the e�cient and fair outcome. The predicted behavior under the strategy-learning

model generates a similar pattern to the human behavior, whereas the action-learning models

1In this paper, for instance, where strategies are restricted to only those that can be represented by one-
and two-state automata, there are 26 possible strategies.
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does not. When it comes to Coordination, on the other hand, the best-performing action-

learning model does better than the strategy-learning model. With respect to the other two

games we have studied, i.e., No Con
ict and Prisoner's Dilemma,both models show similar

performance in terms of �tting the observed behavior. Those models' �ts also have been

found to be sensitive to parameter values. This suggests the di�culty of obtaining a single

and robust set of parameter values that can be applied to structurally di�erent games.

The rest of this paper is organized as follows. In section 2, the experimental data upon

which we have based our study are introduced. The learning models considered in the paper

are discussed in section 3. Section 4 summarizes the results, and section 5 concludes.

2 The Experimental Data

We are interested in the published results of experiments in which subjects were (i)

matched with the same opponent to play the same symmetric 2� 2 game a given number

of times, and (ii) fully informed, after each round of play, about the payo� matrix and

the opponent's choice of action. Many experiments of this type have been conducted by

psychologists since the 1960s and later by experimental economists. In this paper, we utilized

those done by Rapoport, Guyer, and Gordon (12, henceforth, RGG) and Rapoport and

Mowshowitz (13, henceforth, RM).

In the experiments reported by RGG and RM, a number of collegestudents (20 in RGG,

38 in RM) were recruited. Two subjects were randomly matched to form a pair, the only

condition being that they were unacquainted with each other. Subjects played a given game

(see Fig. 1) 300 times. They were fully informed regarding boththe payo� matrix and each

other's action after each round of play. Each subject was instructed, at the beginning of

the experimental session, as to how s/he would be rewarded on the basis of performance.

Namely, each subject was told that each point s/he won or lost during the experiment would

be converted into a fraction of a cent (1/10 cent, in the case ofRM), this then being added
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to or subtracted from the �xed amount of money s/he had receivedat the beginning of the

session ($2.70, in the case of RM). Participants were asked to try to win as much money as

they could.2

Among the various aggregate statistics reported on by RGG and RM, the one that was

most useful for our purposes was the average measure of cooperation over time. RGG de�ned

degree of cooperation in terms of the extent to which the subjects achieved an e�cient and

fair outcome of the game. In such an outcome the aggregate payo� is maximized, and the

payo� is equally divided between the two players. In the \No Con
ict" game shown in Fig.

1, for example, the e�cient and fair outcome is the payo� pro� le (28, 28) per period that

can be achieved when both players take the action A. This also istrue of Coordination and

of Prisoner's Dilemma. Therefore for these three games, the measure of cooperation for a

b-th block of �fty plays achieved by the pair i , K i (b), is de�ned simply as the frequency with

which the action pro�le (A, A) is observed over the �fty periods. When it comes to Chicken,

however, none of the action pro�les is able, on its own, to bring about the e�cient and fair

outcome { i.e., the payo� pro�le (4.5, 4.5) per period. Instead two action pro�les { (A, B)

and (B, A) { had to be played all the time with equal frequency toobtain such an outcome.

A natural way to do this is to alternate between the two actionpro�les. To capture this

aspect, RGG use the following measure of cooperation for Chicken:

K i (b) = jf AB;i (b) + f BA;i (b)j � j f AB;i (b) � f BA;i (b)j; (1)

where f AB;i (b) and f BA;i (b) stand, respectively, for the frequencies with which the action

pro�les (A, B) and (B, A) were played in the b-th block of �fty periods by the subject-pair i .

This measure is equal to 1 when subjects play the action pro�les(A, B) and (B, A) exclusively

and with equal frequencies. The larger is the deviation of subjects' behaviors from such a

pattern, the closer the measure comes to zero. The average measure of cooperation,K (b),

2RGG do not report the details of their rewarding scheme, except that it was similar to the one used by
RM.
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is the averageK i (b) across all the pairs of subjects. Figure 1 shows the experimental result

for the four games.

The dynamics of cooperation show that, in all of the games, players learn to cooperate

more over time. No Con
ict is a rather trivial game, in the sense that the dominant-strategy

Nash equilibrium is e�cient and fair and that most of the human subjects achieve the

outcome almost always. A high degree of cooperation also is achieved at an early stage

by the subjects in Chicken; this suggests that many of the subjects easily recognized the

required alternation between the two action pro�les and were successful in obtaining the

e�cient and fair outcome.

In Coordination there are two stage-game Nash equilibria; one is payo�-dominant, with

an action pro�le (A, A) and a payo� pro�le (28, 28), and the other is risk-dominant, with

an action pro�le (B, B) and a payo� pro�le (12, 12). Both of the se equilibria are fair, but

the payo�-dominant equilibrium is e�cient whereas the risk-dominant equilibrium is not.

The latter provides, instead, a higher expected payo� for a player if the opponent randomly

chooses his/her action. The question of which of the two equilibria will be selected is an

interesting one both theoretically and experimentally, andhas been the subject of extensive

studies(14). The increasing measure of cooperation shows that players learn to play the

payo�-dominant, not the risk-dominant, equilibrium.

We see in the �gure a lower degree of cooperation for Prisoner'sDilemma than in the other

games we have looked at in this study. Here, even though playersdid learn to cooperate,

cooperative outcomes made up less than 60 percent of the total, on average, even in the later

periods of the experiments.3

3Rapoport and Chammah (15) have conducted a series of experiments on Prisoner'sDilemma to see
what e�ects, if any, varying the payo� matrices will have on the observed level of cooperation. The two main
aspects of payo� matrices that in
uence the outcomes of experiments are called degrees of\greed" and \fear."
The former is the di�erence in the payo� one can obtain from defecting while the opponent cooperates, the
latter the di�erence from cooperating while the opponent defects. Let � (ai ; aj ) be the payo� for player i
who chooses actionai when the opponent chooses actionaj . The degree of \greed" is� (B; A ) � � (A; A ) and
that of \fear" is � (B; B ) � � (A; B ). Their results suggest that the relatively low level of cooperation found
in this experiment can be attributed, among other factors, to a high degree of both \greed" and \fear." The
importance of \greed" and \fear" has been found in other experiments as well (16).
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Figure 1: Dynamics of the simulated and observed measures of cooperation. The solid and
dotted lines are from the simulated learning model and the human subjects, respectively.
The learning models are described in section 3. Measure of cooperation is on the vertical
axis, and time (measured in blocks of 50 periods) is on the horizontal axis. The cooperation
measures for No Con
ict, Coordination, and Prisoner's Dilemmaare the frequencies of action
pro�le (A, A) observed; for Chicken, see Equation 1. Parameter values are reported in Table
2, in the \by game" row.
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3 The Learning Models

All the learning models we are considering share the following features: (1) players have

propensities or \attractions" to each of the available actions (strategies); (2) the attractions

determine the probability at which actions (strategies) are chosen in the course of the play;

and (3) the learning takes place as an evolution of the attractions.

The di�erence between the action-learning and the strategy-learning models is quite

simple. In the action-learning models, players choose among and learn about performance of

actions (stage game strategies). In strategy learning, playerschoose among and learn about

repeated-game strategies. Among the action-learning models, it is the varying manner in

which attraction evolves that di�erentiate one model from another. We will �rst present the

action-learning models, then discuss the strategy-learning model.

3.1 The Action-Learning Models

The model studied in this paper is a highly simpli�ed version of the EWA learning model

proposed by Camerer and Ho (5). The model is very 
exible and captures two canonical

action-learning models { a reinforcement learning model and a belief-based learning model

{ as special cases. The EWA learning model assumes that learning isbased not only on the

realized payo� as in the reinforcement learning model, but also on the forgone payo� { the

hypothetical payo� a player could have obtained if s/he had chosen di�erent actions given the

opponent's action in a given period. The simpli�cation we have made in the paper will not

severely a�ect the performance of the action-learning models, given the level of aggregation

in the experimental data we are drawing upon.

Let A i
a(t) be player i 's attractions to the action a 2 S in period t, and let S be playeri 's

action-set. A player is matched with another player to play the speci�ed game for a speci�ed

number of periods. Denote the action chosen by playeri in period t by ai (t). For each player

the attractions evolve over time as weighted averages of their previous values and current
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reinforcement values for each action:

A i
a(t + 1) = (1 � ! a(t))A i

a(t) + ! a(t)� i (a; aj (t)) ; (2)

where ! a(t) 2 [0; 1] for all a and t. � i (a; aj (t)) is either the realized or the foregone payo�

for the player in periodt, given the action chosen by the opponentj , aj (t). It is the realized

payo� if a = ai (t) and it is the foregone payo�, otherwise. We assume that a time-invariant

weight has been placed on the reinforcement value;4 i.e.,

! a(t) =

8
>><

>>:

! r if ai (t) = a;

! f otherwise.

This formulation is very simple, yet general enough to include both the reinforcement

and the belief-based learning models. If, for example,! f = 0, it becomes a version of the

reinforcement model, i.e., learning is based solely on the realized payo�; if however,! r = ! f ,

this will generate belief-based models, including the Cournot best-reply model (! r = ! f = 1).

In belief-based models, players best reply to the previously observed (history of) actions of

their opponents.

The initial attractions, A i
a(0), are assumed to be the same for all the actions and are

set to be the expected payo�, given a random choice by both players. For instance, in the

Coordination game given in Fig. 1,A i
a(0) = (28 � 10 + 20 + 12)=4 = 12:5.

Based on the attractions, each action is chosen with probability

pi
a(t) =

e� A i
a (t )

P
k2 S e� A i

k (t )
: (3)

4This is not a standard assumption. In the reinforcement learning model of Erev and Roth (1), for
example, the weight placed on the reinforcement value decreases as the action is chosen more often, thus
making the learning curve steeper, initially. This e�ect, called the \power law of practice," is also assumed
by the EWA model; Camerer and Ho's formulation, however, converges to a constant weight as time passes.
Since we aggregate the data generated by the models in blocks of 50 periods, a time-invariant weight is a
good approximation of Camerer and Ho's formulation.
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The parameter� � 0, in the logistic transformation, represents the extent to which actions

with higher attractions are favored. When� = 0, all actions are equally likely to be taken,

regardless of their varying degrees of attractiveness. As� increases, actions with higher

attractions become disproportionately more likely. In the limiting case � ! 1 , the action

with the highest attraction is chosen with probability 1.

There are a total of three parameters in this model: the weights on the payo�s, both

realized and foregone, relative to the previous attractionlevel, ! r and ! f ; and the sensitivity

of action-choice to the attraction level, � . In addition to the unconstrained model with

three parameters, we also have investigated the goodness-of-�t of the reinforcement and the

belief-based learning models.

3.2 HSEP's Strategy-Learning Model

HSEP's model of strategy learning consists of a population of players who learn, based

only on the realized payo�, about performance of various repeated-game strategies. There

are two phases of learning in their model: \pre-experimental" phase and \experimental"

phase.

Let us consider a population of playersN = f 1; 2; 3; ::::; Ng and a speci�ed symmetric

2 � 2 stage game. In the �rst phase of learning, players drawn from the population are

matched pairwise to play a stage game repeatedly. Players use the same strategy across

several periods, but occasionally switch strategies as part of their learning process. They also

are randomly rematched with other partners from time to time. Let � 2 (0; 1) represent the

probability that a player switches to a (possibly) new strategy at the start of any given period,

and � 2 (0; � ) the probability that a player is randomly re-matched against a (possibly)

di�erent opponent at the start of any given period.

As in the case of the previously discussed action-learning models, players develop \at-

tractions" to each of their strategies, and these attractions determine the probability that a

particular strategy will be chosen. Learning takes place through the evolution of attractions.
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Since the learning process is de�ned over repeated-game strategies, players must play the

stage game a number of times to obtain information on their strategy's payo� consequences.

If � is not too large, meaningful evaluations of repeated-game strategies are possible. When-

ever players are re-matched, they also update their strategies.5 This process continues until

the limiting distribution of attractions is approximated, at which point the second or \ex-

perimental" phase begins. This consists of a �xed number of periods containing no further

re-matching. Learning occurs also in this phase.

Let A i
s(t) denote player i 's attraction to the strategy s 2 S at period t, where S =

f 1; 2; 3; : : : ; 26g is player i 's set of 26 strategies.6 Attractions evolve as each player updates

her strategy. Only the strategy chosen at the previous strategy update is reinforced. Consider

a player who updates her strategy choice at the start of periodt, and uses the same strategy

s 2 S without further updates until the start of period t + � . More speci�cally, let us suppose

that si (t) = si (t + 1) = ::: = si (t + � � 1), wheresi (r ) is the strategy used by playeri in

period r: We then can de�ne the reinforcement valueRi (t; t + � � 1) of the strategy used

over the periodst; :::; t + � � 1 as the average payo� obtained by playeri over this period:

Ri (t; t + � � 1) =
1
�

t+ � � 1X

r = t

� i (r );

where� i (r ) is the payo� obtained by player i in period r: When strategy revision next occurs

(at the start of period t + � ), player i 's attraction or propensity for playing strategys evolves

as a weighted average of its previous value and the reinforcement value:

A i
s(t + � ) =

8
>><

>>:

(1 � ! )A i
s(t) + !R i (t; t + � � 1) if s = si (t) = ::: = si (t + � � 1);

As(t) otherwise.
(4)

5When a player is re-matched, she knows nothing of the previous action played by her new opponent.
Thus, rather than assume that the old strategy is retained by her but enters its initial state, we assume that
a strategy revision occurs.

6In this paper, we restrict attention to strategies representable by one- or two-state automata. When the
stage game is a 2-players 2-action game, this results in a total of 26 possible repeated game strategies.
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Here ! 2 (0; 1] is a weight placed on the reinforcement value,R(�; �), which is the average

payo� the player has obtained from using strategys since the last strategy update, i.e.,

between periodt and t + � � 1.

The probability of a player i choosing strategys, when she updates her strategy at the

beginning of periodt, will depend on the attractions, as seen in equation 3 above forthe

action-learning models.

In the long-horizon \pre-experimental" phase of learning, the initial attraction for all

strategies,As(0), is set equal to the expected payo�, given a random choice of actions by

both players as in the action-learning model. In the \experimental" phase of learning we

assume that players bring with them to the laboratory the values of As(�) that they have

formed as of the conclusion of the �rst phase.

There are a total of four parameters in this model: the strategy-updating rate � ; the

rematching probability � ; the weight ! on the reinforcement values in attraction updates; and

the sensitivity � of the strategy choice to the attraction level in the logistic transformation.

The number of players,N , needs to be large enough to ensure multiple interactions among

the various players in the pre-experimental phase.

4 The Results

We measure the goodness-of-�t of the model to the human behaviors via the mean squared

deviation (MSD) between the observed and predicted behaviors. The \observed behaviors"

come from the laboratory experiments, while the \predicted behaviors" are what the com-

puter simulations of the model generate.7 Since the observed behavior is summarized in the

measure of cooperation, our MSD will be based on this aggregatestatistic.8 Formally, the

7Each simulation consists of 1000 players (500 pairs). The predicted measureof cooperation is averaged
across all of the 500 pairs.

8Erev and Roth (1) also measure the �t of the model via the mean squared deviationbetween the observed
and the predicted behaviors. Their MSD is based not just on the cooperation measure, for they have access
to more detailed information on the behaviors of subjects in the laboratory experiments. The goodness-of-�t
of the models' predictions to the observed behavior can be measured also via the maximum (log) likelihood
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MSD is:

MSD model =
1
6

6X

b=1

(K
exp

(b) � K
model

(b))2; (5)

whereK
exp

is the average measure of cooperation reported in the experimental studies.

For each learning model we have conducted a grid-search for those parameter values

that minimize the MSD.9 Three di�erent criteria for minimizing the MSD are used: \by

game," \pooled," and \out-of-sample." The �rst, \by game" cri terion minimizes MSD for

each game separately. This shows the maximum �t the model can achieve for a particular

experiment, within the region of parameter values. This willgenerate (possibly) di�erent

sets of parameter values for each game. There is, however, a danger of over-�tting the model

to a particular experimental result under this criterion. It, also, must be remembered that

we are estimating parameter values with a small sample, due to the data-aggregation in

blocks of 50 periods.

The second, \pooled" criterion avoids such problems to the greatest extent possible by

minimizing the average MSD forall of the games. Thus, as opposed to the \by game"

criterion, there is just one set of parameters for all of the games. Under the third, \out-of-

sample" criterion, parameter values are set in such a way as to minimize the average MSD

for the three other games. Thus this criterion serves as a robustness check on the model's

performance, in relation to the two \in-sample" �t criteria. If the model is so robust that

it scores high in out-of-sample MSD, then the problem of over-�tting can safely be deemed

not severe.

Table 1 shows us the MSD scores for the various learning models. Remember that the

smaller the value of the MSD, the better the model �ts the laboratory data. The MSD for

random action choice is reported as a benchmark.

What we observe in Table 1 is that, on average, the strategy-learning model shows a

method. See Camerer and Ho (5) and Stahl (17), for details.
9The range of parameter values that has been searched for action-learning models is! r 2 [0:0; 1:0] and

! f 2 [0:0; 1:0] with 0.05 increments, and� 2 [0:1; 5:0] with 0.1 increments, except for! r = ! f = 0 :0. For the
strategy-learning model, we searched! 2 [0:05; 1:0] with 0.05 increments, � 2 [0:1; 4:0] with 0.1 increments,
and all the combination of � 2 f 0:2; 0:1; 0:05; 0:025g and � 2 f 0:02; 0:01; 0:005; 0:002g.
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No Con
ict Coordination P.D. Chicken Mean
Random Action 0.45 0.16 0.07 0.25 0.23

Strategy Learning
By Game 0.00 0.02 0.01 0.07 0.03
Pooled 0.02 0.07 0.22 0.07 0.10
Out of Sample 0.02 0.12 0.22 0.61 0.24

Action Learning
Unconstrained

By Game 0.00 0.00 0.01 0.27 0.07
Pooled 0.19 0.16 0.15 0.32 0.20
Out of Sample 0.19 0.37 0.20 0.85 0.40

Reinforcement (! f = 0)
By Game 0.00 0.03 0.01 0.28 0.08
Pooled 0.02 0.37 0.12 0.33 0.21
Out of Sample 0.13 0.37 0.12 0.85 0.39

Belief-based (! f = ! r )
By Game 0.00 0.12 0.15 0.29 0.14
Pooled 0.13 0.34 0.15 0.29 0.23
Out of Sample 0.13 0.40 0.20 0.85 0.40

Table 1: MSD Scores. The smaller the better. See Table 2, for theset of parameter values
for each case.

better �t for both in-sample (\by game" and \pooled") and out- of-sample criteria. When

we look at each game separately, however, we see, in the case of Coordination, that the best-

performing action-learning model (the unconstrained one) has better in-sample MSD scores

than does the strategy-learning model. The \by game" score of 0.00 suggests the remarkable

�t of the model to the observed data (see Fig. 1). We also learn that the good average MSD

score of the strategy learning is coming from Chicken, where the action-learning models

do extremely poorly. For No Con
ict and Prisoner's Dilemma, both action and strategy

learning do equally well, especially if we look at the \by game" criterion. 10

10We can compare the action-learning models as well, although this is not the main aim of the paper.
First, note that the reinforcement model shows better scores than does the belief-basedmodel. Second, the
parameter values from the unconstrained model show that observed behaviors are betteraccounted for by
placing more weight on foregone payo� than on realized payo�. Whether human subjects really care more
about foregone payo� { what they could have gotten if they had done otherwise { than realized payo� is an
interesting question, but this paper provides no direct test of such an hypothesis.
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The gaps between \by game" and \pooled" MSD scores suggest just how di�culty it is

to �nd one set of parameter values that can be applied to all these di�erent games. The

same di�culty is suggested by the low \out-of-sample" MSD scores.11 The action-learning

models show a somewhat greater sensitivity to the parameter values, as one can see in Table

1, for example, in the di�erence between the \by game" and the\pooled" MSD scores for

Coordination and No Con
ict.

By looking carefully at the parameter values that generate each MSD score, we can

further understand the sensitivity of the models' performancesto the various MSD criteria.

The action-learning models are known to converge to the stage-game Nash equilibria (18).

In Chicken, for example, the action-learning models converge to either action pro�le (A, B)

or (B, A), and result in an average cooperation measure of zero. The models require a high

degree of randomness to avoid such an outcome. As one can see in Table 2, the high degree

of randomness is generated through a very low� . In fact, � = 0:1 is the lowest value we

have experimented with. Since Chicken is the most di�cult game for the action-learning

models to �t to the observed behaviors, both the \pooled" and the \out-of-sample" MSD

are driven by this one game.12 This suggests that it is no easy matter to transfer a set

of parameter values from one game to another. And yet, given the considerable structural

di�erences among the games we have considered in this paper, it is perhaps too much to

expect a robust set of parameter values. A better out-of-sample �t of the model could be

obtained if we were to apply the model to games structurally the same but with slightly

di�ering payo�s, or if we used a portion of the entire data-set { e.g., the �rst two-thirds of

the experimental data { to estimate the parameters and to measure the �t of the model to

the remaining data.

In addition to the path of cooperation measures, RGG provide uswith su�cient infor-

11In fact, random-action choice scores better \pooled" MSD than do any of the learningmodels for
Prisoner's Dilemma.

12The problem was not solved either by standardizing the MSD for each game or by ranking the score for
each game separately, to eliminate the e�ect from di�erence in magnitude of MSD scores across games.
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No Con
ict Coordination P.D. Chicken
Strategy Learning

(�; �; !; � )
by game (0.025, 0.005, 0.7, 0.6) (0.05, 0.005, 0.05, 2.3) (0.025, 0.01, 0.2, 3.5) (0.025, 0.02, 0.1, 3.4)
pooled (0.025, 0.01, 0.1, 3.9)
out-of-sample (0.025, 0.01, 0.1, 3.9) (0.025, 0.005, 0.1, 4.0) (0.025, 0.01, 0.1, 3.9) (0.025, 0.005, 0.1, 3.0)

Action Learning
Unconstrained

(! r ; ! f ; � )
by game (0.25, 0.55, 0.4) (0.35, 0.7, 1.4) (0.1, 0.0, 3.7) (0.0, 0.05, 0.1)
pooled (0.1, 1.0, 0.1)
out-of-sample (0.1, 1.0, 0.1) (1.0, 0.0, 0.1) (0.05, 1.0, 0.2) (1.0, 0.0, 5.0)

Reinforcement: ! f = 0
(! r ; � )

by game (0.05, 4.2) (1.0, 5.0) (0.1, 3.7) (0.05, 0.1)
pooled (1.0, 0.1)
out-of-sample (0.05, 0.1) (1.0, 0.1) (1.0, 0.1) (1.0, 5.0)

Belief-based:! f = ! r = !
(!; � )

by game (0.6, 0.4) (0.15, 3.5) (0.05, 0.1) (0.05, 0.1)
pooled (0.8, 0.1)
out-of-sample (0.95, 0.1) (0.7, 0.2) (0.7, 0.2) (0.15, 3.5)

Table 2: Set of parameter values that generated scores reported in Table 1.
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mation to recover the per-period average payo�s for each subjects pair.13 A comparison

of the observed and predicted per-period average payo�s provides one with a perspective

di�erent from that which is based on the dynamics of the cooperation measure. As the

cooperation measure had been averaged over all the subject pairs, it may suppress valuable

information. This is true especially for Chicken, because there the cooperation measure is

not simply the frequency of the particular action pro�les being observed but a combination

of the frequencies of two action pro�les.

Figure 2 compares, for Coordination and Chicken, the per-period average payo� distribu-

tion for the strategy- and the unconstrained action-learningmodels. Data from No Con
ict

is not reported, as both learning models show a similar outcome.14 For Coordination, the

results are as we would expect, given the analysis above. The action-learning model �ts the

observed payo� distribution better than does the strategy-learning model. The latter shows

too high a concentration in the payo�-dominant Nash equilibrium outcome (28, 28), relative

to the observed distribution.

For Chicken, the per-period average payo� distribution generated by the strategy-learning

model is remarkable as it falls exactly at the top of the observed data, while the data

generated by the action-learning model are almost the same as random-action choice. In

fact, the �t of the strategy learning model to the experimental data seems to be much

better than what is shown in Fig.1 in terms of dynamics of cooperation. The seeming

discrepancy of the model's �ts to the observed data in two �gures suggests the di�erence in

the within experimental phase dynamics of actions { how they �nd and reach the e�cient

and fair outcome { between the model and the human subjects. More detailed data, namely,

individual level history of action pro�les, are necessary to investigate this issue and as we

do not have access to that data, we need to leave this task as a future research. Meanwhile,

although there clearly is a room for improvements, the main contribution of the strategy-

13RM do not provide such information.
14Prisoner's Dilemma is not reported, either, because we lack the per-period average payo� data. Param-

eter values that minimized the \by game" MSD have been used to generate these plots.
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Figure 2: Per-period average payo� distribution. The payo� for the row (column) players is
on the horizontal (vertical) axis. The triangle shows the possible payo� space. The black
squares represent the experimental data. Gray circles are predicted distributions, the size
of each circle representing the relative likelihood of observing the point in the center of the
circle.

learning model is shown in its better ability to replicate theobserved behavior in games

where alternations between the two stage-game Nash equilibriaare required to obtain the

e�cient and fair outcome.

5 Conclusion

We have compared the �ts of action-learning and strategy-learning models to the exper-

imental data that have been gathered for four structurally di�erent games, including games

in which e�ciency and fairness concerns seem to play an important role in determining hu-
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man behavior. In Chicken, the strategy-learning model has been shown to �t the aggregated

data much better, although there still is a large room for improvements, than the action-

learning models. While the best-performing action-learningmodel �ts the observed data

for Coordination better than does the strategy-learning model, the di�erence is not as large

as that seen for Chicken. In the case of No Con
ict and Prisoner's Dilemma, both models

�t the observed behavior equally well. While the model shows a good in-sample �t, the

gaps between the \by game" and the \pooled" or \out-of-sample" MSD scores suggest how

di�cult it is to obtain a single set of robust parameter values that is equally applicable to

structurally di�erent games.

There are still a number of experimental �ndings that remain to be explored, but they fall

outside the purview of this paper. For example, it has been reported that behavior of human

subjects depends on matching protocol and information availability (10), or possibility of

communications, group formation, and punishment (19; 20). The two-stage learning can, in

principle, replicate the exact condition of laboratory experiments in its \experimental" phase

to test the model's prediction with the observed human behavior. Yet, HSEP's strategy-

learning model is not readily applicable to these situations because of its focus on the �nitely

complex repeated-game strategies. To understandwhat and how { for example, with pos-

sibility of group formation, players have to learn not only about which action/strategy to

employ but also with whom to interact { human subjects are learning in various situations,

and develop a model that can replicate observed behavior regardless of the speci�cs of the

experimental condition is a challenge for the future research.
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